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In the internet age, people are drowning in large amounts of information which 
is available through various sources on the internet. The sources range from 
structured databases such as employee payrolls, bank transactions to pre-
curated knowledge bases from the web such as YAGO, Freebase and DBPedia to 
completely unstructured text information on the web such as blogs, news 
articles etc. Question Answering (QA) system allows the user to search through 
this information in Natural Language (NL) and returns the exact answer as 
opposed to web search engines which mainly support telegraphic queries and 
return a ranked list of documents. Due to this, QA systems are slowly becoming 
a preferred medium of information access. The recent break through achieved 
in commercial open-domain QA systems such as IBM Watson and Wolfram 
Alpha has further fuelled interest in QA research.  
 
The aim of this tutorial is to provide a comprehensive overview of the QA 
techniques reported in the literature so far across various types of information 
sources – Structured, Semi-Structured and Unstructured Text (Web). Starting 
with the classical approaches for question understanding, providing NL 
interface to structured DBs and web based QA, it also covers the recent 
advances made in the field such as supporting QA on curated knowledge bases, 
social forum sites, interactive QA through dialogue modelling and cross-lingual 
QA. Besides, it covers some recent paradigms which have been proposed to 
solve known problems such as NL keyword programming for supporting QA on 
structured information sources. 
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Named entities (NEs) are an important because they are a tractable set of word 
sequences that carry a well-defined semantics. Generic named entities are 
names of persons, locations, organizations, phone numbers, and dates, while 
domain-specific named entities includes names of, for example, proteins, 
enzymes, organisms, genes, cells, etc. in the biological domain. An ability to 
automatically perform named entity recognition (NER) (i.e., identify occurrences 
of NE)has multiple applications and benefits. Occurrences of named entities in 
a sentence are often linked through well-defined relations; e.g., occurrences of 
person and organization in a sentence may be linked through relations such as 
employed_at. Supervised techniques for Relation Extraction can be classified 
into two types - Kernel based methods and Feature based methods. Kernel 
based methods design kernel functions to compute similarities between 
representations of two relation instances (e.g. Shallow parse trees, dependency 
trees, dependency graph paths etc.) and employ Support Vector Machines for 
classification. Feature based methods represent each relation instance with a 



feature vector which captures various characteristics of the relation instance in 
terms of various lexical, syntactic and semantic features. SVMs or Maximum 
Entropy models are used as classifiers. A recent trend in Relation Extraction is 
Distant Supervision, where (possibly noisy) labeled data for relation extraction 
is created without any human efforts by taking help of some knowledge base of 
semantic relations (e.g. Freebase).Another recent trend is Open Information 
Extraction (OIE), which is a novel extraction paradigm that works without any 
pre-defined set of target relations. OIE facilitates domain-independent discovery 
of relations extracted from massive text corpora and it is scalable to the 
diversity and size of the web corpus. 
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This tutorial will introduce the open source tools such as the Moses toolkit and 
stress its functionality. It is a hands-on tutorial more geared towards using the 
tool, rather than a descriptions of the details of the methods. The tutorial will 
cover the following topics: overview of the training and tuning pipeline; working 
with an experimental management system; analyzing the output; word 
alignment toolkits; input modalities: words, confusion networks, lattices; 
output modalities: 1-best, n-best, search graph; translation models: phrasal, 
hierarchical, syntactified; language models: binarization, quantization, 
randomization; decision rules: MAP, MBR, lattice MBR, consensus; trade-offs 
between speed and quality; trade-offs between speed and memory efficiency; 
incremental updating of the translation model; adding features to the decoder.  
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Emotions are an important component of user-generated text. In today’s world, 
people use social media websites to express their feelings, directly or indirectly.  
The process of detecting emotion in text is called emotion analysis. In terms of 
classical layers of NLP,  emotion detection lies at the semantics and pragmatics 
level and hence, is a challenging problem. 
 
This tutorial is aimed at an individual interested in emotion analysis as a 
research avenue or an entrepreneurial venture. We will begin with foundational 
material that studies emotion analysis from two perspectives: (a) Linguistics, 
from psychology studies, and (b)  Computation, in terms of common techniques 
(classifiers and models) used for emotion detection. With this background, we 
then introduce emotion lexical resources and describe how they may be created 
and used. Then, we  will move on to a simple happy-sad emotion detection  
problem. Using the insights from this problem, we will then proceed to discuss 
approaches to detect a wider spectrum of emotions. Here, we will cover two 
kinds of techniques: (a) Rule-based approaches, (b) Statistical approaches in a 
chronological manner. Finally, we will introduce applications of emotion 
analysis and discuss specific applications in chat clients, pedagogy and clinical 
psychology. A key takeaway from our tutorial will be the "How to" frameworks 
(such as "How to create a new emotion lexicon") at the end of every subsection, 
that we have put together based on past work in emotion analysis.  


